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Abstract

The availability of the new European ST-T Database
makes it possible for the first time to perform quan-
titative, reproducible performance tests of methods for
detecting and measuring transient ischemic ST changes
in the ECG. This paper proposes an evaluation protocol
and performance measures for use with the database.
We describe methods for evaluating the accuracy of ST
episode detection, measurement of ischemia duration,
and measurements of ST deviation. Bootsirap estima-
tion is used to derive expected lower bounds on perfor-
mance measures and to assess their utility as predictors
of performance. We illustrate these methods by a case
study in which we present an evaluation of our two-
channel algorithm for automated detection of ischemic
ST episodes.

1 Introduction

In the last few years there has been increasing interest
in detection and quantification of ischemic ST changes
during ambulatory ECG monitoring [1, 2] and during
inpatient monitoring [3]. Evaluation of ST analyzers is
a difficult task, lacking a generally accepted methodol-
ogy. Evaluations have been limited to assessment of an
analyzer’s ability to detect the presence of an episode
[2, 3], or to assessment of ST deviation measurements
of dominant normal beats {4]. There are no commonly
accepted performance measures for assessing the ac-
curacy of ischemia duration measurements. Until re-
cently, there has been no standard test material to be
used as a basis for quantitative, strictly reproducible
tests of ST analyzers.

A comprehensive evaluation of an ST analyzer
should answer these questions:

1. How well are ST episodes detected?

2. How reliably is ischemia duration measured?
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3. How accurately are ST deviations measured?
This paper proposes performance measures and evalu-
ation procedures which can answer these questions.

Detection of ischemic ST changes is complicated by
the presence of non-ischemic ST deviations. These non-
ischemic deviations are often caused by position-related
changes in the electrical axis of the heart. These axis
shifts may cause significant (>100 pV) shifts in the ST
level, hence false detections of ischemic ST changes.
Although differentiating between ischemic and non-
ischemic ST changes is not an easy task for either hu-
man experts or automated analyzers, we assert that
the clinical importance of making such distinctions is
so great that the effort must be made.

2 Test material

The European ST-T Database [5] was created to be a
standard set of material for evaluating ischemia detec-
tors. It contains 368 annotated episodes of ischemic
ST change (250 episodes of ST depression, and 118
episodes of ST elevation), 11 episodes of ST deviation
resulting from axis shift, and 401 episodes of T wave
change. Although T wave changes may be independent
indicators of myocardial ischemia, we do not address
issues related to detection of T wave changes in this

paper.

3 Performance measures

There are four possible outcomes of an experiment in
which a detector is presented with an input which is
either an event or a non-event. A correctly detected
event is called a true positive (T'P); an erroneously re-
jected (missed) event is called a false negative (FN);
an erroneously detected non-event is called a false pos-
itive (F P); and a correctly rejected non-event is called
a true negative (T'N). In many detection problems,



non-events cannot be counted, so that the number of
true negatives is undefined. In such problems, the com-
monly used detector performance measures are sensi-
tivity (Se, the fraction of events which are detected),
and positive predictivity (+P, the fraction of detec-
tions which are events).

It is useful, particularly when the total number of
events is small, to define aggregate statistics, which
describe the performance of a detector on the database
as a whole. Two types of aggregate statistics are com-
monly used: gross statistics, in which each event or
detection is given equal weight, and average statistics,
in which each record (subject) is given equal weight. If
the incidences of events and detections were equal in
all subjects, these statistics would be equivalent.

Since the events of interest (ischemic ST episodes)
are characterized by number, length, and extreme de-
viation, performance measures should be designed to
assess not only the accuracy of event detection, but
also how accurately the duration of ischemia and the
extreme deviations are measured. These considerations
imply the need for at least three distinct types of per-
formance statistics: sensitivity and positive predictiv-
ity for ischemic ST episode detection, sensitivity and
positive predictivity for ischemia, and statistics which
characterize the amount and distribution of errors in
measurement of ST levels.

It may be argued that some ischemic ST episodes
(e.g., the lengthiest, or those with the most extreme
deviations, or those associated with the occurrence
of ectopic beats or rhythms) are more important to
detect than others. In principle, one might stratify
the episodes by any metric of clinical significance. In
practice, however, the total number of episodes in the
database is small, and the reliability of stratified per-
formance measures is questionable.

The test signals contain ischemic ST episodes, non-
ischemic ST episodes (resulting from axis shifts), and
intervals without significant ST deviation. An ana-
lyzer must produce a set of annotations which indi-
cate in which of these three categories each segment of
the input belongs. Since the events of clinical interest
are ischemic ST episodes, we consider non-ischemic ST
episodes and intervals without significant ST deviation
as non-events. An evaluation of ischemic ST episode
detection begins by comparing the analyzer’s annota-
tions with the reference annotations, to build a two-by-
two matrix summarizing how the reference ischemic ST
episodes were labelled by the analyzer. Since there is
not necessarily a one-to-one correspondence between
reference ischemic ST episodes and detected ischemic
ST episodes, we construct a second matrix summariz-
ing how the detected ischemic ST episodes were la-
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belled in the reference annotation files.

3.1 Ischemic ST episode detection

It is important to be able to estimate the likelihood
that an ischemic ST episode was detected, and the like-
lihood that a given detection was actually an ischemic
ST episode. Since the locations of the beginning and
end of an ischemic ST episode are difficult or impos-
sible to determine precisely, performance measures for
assessing the accuracy of ischemic ST episode detec-
tion should be designed to be relatively insensitive to
small discrepancies in these locations as given by the
reference annotations and by the detector. The per-
formance measures we define in this section and the
next depend on the concepts of “matching” and “over-
lap”, respectively. Overlap exists during any interval
in which both the reference and detector annotations
indicate that an ST episode is in progress. Matching
of episodes occurs when the period of overlap includes
either the extrema or at least 50% of the length of the
episode according to the defining annotations.

The ischemic ST episode sensitivity (ST Se), an es-
timate of the likelihood of detecting an ischemic ST
episode, may be defined as:

STP

ST Se= b T FN

The denominator is the number of reference ischemic
ST episodes. STP is the number of matching episodes,
and F'N is the number of non-matching episodes, where
the defining annotations are the reference annotations.

The ischemic ST episode positive predictivity (ST +
P), an estimate of the likelihood that a detection is a
true ischemic ST episode, may be defined as:

PTP
ST +P = PTP+FP
The denominator is the number of ischemic ST episodes
annotated by the detector. PTP is the number of
matching episodes, and FP is the number of non-
matching episodes, where the defining annotations are
the detector annotations. (Note that the definitions of
STP and FN are equivalent to those of PT'P and FP
if reference and detector annotations are swapped.)

3.2 Duration of ischemia

An important clinical index of ischemia is the total
duration of all ischemic episodes within the monitoring
period, often expressed as the percentage of the time
during which ischemia occurred. As estimates of the
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Figure 1: Scatter plot of ST deviation measurements.
Line of identity, lines indicating 100pV deviations and
results of linear regression analysis are shown.

accuracy with which an ST analyzer can measure this
index, we define the ischemia sensitivity (IS Se, the
fraction of true ischemia which is detected), and the
ischemia positive predictivity (IS + P, the fraction of
detector-annotated ischemia which is true ischemia):

ISpar ISpar
IS Se = ——— = —
e TSn IS +P 155

ISR is the total duration of reference-annotated is-
chemia. ISp is the total duration of detector-
annotated ischemia. ISpagr is the total duration of
detector-annotated ischemia which overlaps reference-
annotated ischemia.

3.3 ST deviation measurement

The ST deviation is defined for a given waveform as the
difference in ST levels between that waveform and the
reference waveform for the record. For each of the 368
reference annotations which include an ST deviation
measurement (the extremum of a reference ischemic
ST episode), the algorithm’s measurement should be
reported. The purpose of this detailed report is to per-
mit a user to identify the types of waveforms which may
cause difficulty for a given ST analyzer. The detailed
report should be supplemented by a scatter plot, as in
figure 1, in which the ordinates are the reference mea-
surements and the abscissas are the analyzer’s mea-
surements. Such a plot allows visual assessment of any
systematic measurement bias, nonlinearity, or domain
of unreliable performance due to the ST deviation mea-
surement algorithm.
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ST Se | ST +P | ISSe | IS + P
Gross 81.2% 83.9% 70.9% | 74.8%
Average | 83.8% | 87.1% | 78.7% | 73.4%

Table 1: Aggregate sensitivity and positive predictive
accuracy of the ischemic ST change detector evaluated
on the ST-T Database.

These results may be summarized by the standard
measurements of the mean difference (the bias) be-
tween the algorithm and the reference measurements,
the standard deviation of the differences, and the corre-
lation coefficient. These statistics, however, are highly
sensitive to the presence of outliers. A more robust and
informative statistic is the percentage of measurements
for which the absolute error is clinically insignificant
(below 100 p£V); a related statistic is the 98% confi-
dence limit on the absolute error.

4 Case study

To illustrate the use of the evaluation protocol de-
scribed above, we evaluated our two-lead ST analysis
algorithm [6]. An issue which immediately arises in
such an evaluation is how to deal with information re-
lating to two signals.

Although ST episodes are indicated in the reference
annotation files for each lead separately, they usually
occur in both leads simultaneously. We define the on-
set of each reference ST episode as the time it was first
annotated in either lead, and the end as the time it was
last annotated in either lead. This process of combin-
ing reference ST episodes from the two leads yields a
total of 250 ischemic ST episodes and 9 non-ischemic
ST episodes (resulting from axis shifts). Although this
process is required in order to evaluate a two-lead ST
analyzer such as ours, it is inappropriate for evaluation
of a single-lead analyzer.

For the entire database, our algorithm obtained ST P
= 203, PTP = 214, FN = 47, FP = 41. The gross
statistics for ischemic ST episode detection in table 1
may be derived from these figures. These figures were
also tallied for each record separately, to obtain record-
by-record measurements of sensitivity and positive pre-
dictivity. The means of these measurements are the
average statistics presented in table 1. Bootstrap esti-
mates [7] of the distributions of these statistics, based
on 10000 trials, were used to obtain the 5% confidence
limits given in table 2.



ST Se | ST +P | ISSe | IS +P
Gross 75.2% | T71.8% | 61.7% | 69.2%
Average | 78.6% | 82.4% | 73.6% | 68.8%

Table 2: The 5% confidence limits for the minimum
expected performance statistics of the ischemic ST
change detector evaluated on the ST-T Database.

ST deviation measurements were performed for each
lead separately. The results are summarized in figure 1.
For 89.1% (328/368) of the measurements, the absolute
error was less than 100pV, and for 97.8% (360/368) of
measurements, less than 150uV.

5 Discussion and conclusions

Instead of considering non-ischemic ST episodes as
non-events, as we did, it is possible to count them
separately. Taking the reference annotation files as
the “gold standard”, we found 3 FN and 12 FP non-
ischemic ST episodes. No ischemic ST episodes were
misclassified as non-ischemic ST episodes by the al-
gorithm. The algorithm correctly labelled six non-
ischemic ST episodes noted as such in the reference an-
notation files, misclassified another one as an ischemic
ST episode, missed two others, and detected twelve ad-
ditional non-ischemic ST episodes. Of this last group,
none occured during or adjacent to reference-annotated
ischemic ST episodes; nine appeared to be non-ischemic
ST episodes which were not noted in the reference an-
notation files, and the remainder resulted from algo-
rithm errors. Although we consider it highly important
to distinguish between ischemic and non-ischemic ST
episodes, one may group them together. In that case,
we would have STP = 210, PTP = 221, FN = 49,
and FP = 52.

To predict performance in clinical practice, it is im-
portant to model how well a detector behaves on a
randomly chosen recording. For this reason, one might
expect that average statistics, in which each record-
ing is equally weighted, would be better predictors of
“real world performance” than gross statistics. In par-
ticular, gross statistics for ischemia duration may be
unreliable since significant errors in a small number of
cases can have a disproportionate negative influence
on these statistics. With respect to episode detection,
however, the first-order (record-by-record) statistics on
which average statistics are based are themselves un-
reliable since the number of events in each record is
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typically less than 5; hence the second-order (average)
statistics, though appealing for the reasons outlined
above, are likely to be no better as predictors than the
first-order gross statistics, which are based on much
larger numbers of events.

Although space limitations prevent us from present-
ing our record-by-record statistics or the list of 368 ST
deviation measurements here, we recommend that reg-
ulatory agencies require disclosure of these results in
formal evaluations. This level of detail is needed by
the conscientious user in order to identify the types of
signals which might be expected to pose difficulties for
a given analyzer.
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